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Abstract

Distributed multiagent resource allocation is a field with many interesting and unexplored areas. It
studies the emerging behavior of a society of agents that exchange resources in order to fulfill their
individual goals. In this paper the area is described, and a simulation platform is introduced. We
describe an example experiment run on the platform that shows some of its power and possibilities.

1 Introduction

A multiagent system is a system in which multi-
ple agents are collectively capable of reaching goals
that are di!c ult to achieve individually. Resource
allocation aims to achieve certain future goals by
optimally distrib uti ng all available resources. If
the computational burden of the processof allocat-
ing resources is sharedby all agents in the society,
th is process is called distr ibuted resource alloca-
tion. Conversely, in centralized resourceallocation
there is an external agent who calculates the opti-
mal resource allocation and allocates the resources
accordingly. This paper focuseson distr ibuted mul-
tiagent resource allocation.

Wit hin the Þeld of distrib uted multiagent re-
sourceallocation there are sti ll many choices to be
made. What kind of resources are the agents ne-
gotiati ng about? Are they divisibl e or shareable?
Do the agents have money, and if so, how much?
Are the agents in any way restricted when trad ing
resources? Do all agents want the same resources,
or do they have their own preferences? All these
factors a"ect what resources the agents will trade,
and how they wil l do so. We will explore the conse-
quencesof these choicesmore thoroughly in section
2.

1.1 Simulation

To investi gate the issuesin the Þeld of multi agent
resource allocation systematically, there is a need
for a simulat ion platfor m. Quite a few simulation
platforms have already been created for multi agent
systems (see [2] for a listin g). However, most of
these are very general, which means it may be-
come rather time-consuming to set up and eval-
uate speciÞc resource allocation related problems
with these tools. For centrali zed resourceallocation
problems, also called combinatorial auction prob-

lems, tools have been made for generating scenar-
ios (e.g. CATS [5]), but for distr ibuted resource
allocation no such tools are available.

In order to Þll this gap, we have devel-
oped a simulation platfor m called the Mul tia-
gent Distrib uted Resource Allo cation Simulator
(MAD RAS). In this framework, a user can eas-
ily generate a scenario wit h prespeciÞed amounts
of agents and resources, in which the agents have
their own preferences. The agents are able to nego-
tiate amongst themselves to establish tr adesusing
money. Using such a scenario, the user is able to
run a variety of experiments to seeunder what cir-
cumstancesthe agents most beneÞciallymanageto
reallocate their resources. Finally theplatfor m pro-
vides possibilities for visualizing several stati stics
about such experiments. Althou gh the platfor m is
not complete up to this point, it does provide a
good basis for future work.

1.2 Overview

Using MADRAS we have conducted several experi-
ments. To understand the set up of the experiments
and of MADRAS it self, weprovide background the-
ory in Section 2. In Section 3 oneof the experiments
we have conducted will be presented and discussed.
Our preliminary conclusionscan be found in Sec-
tion 4 and suggest ions for future work in Section
5.

2 Theory

There aremany thi ngsthat need cleardeÞnition s in
multiagent resource allocation. What is an agent,
what is a resource? How do agents value resources?
How can agents exchange resources? To be able to
ill ustrate some of the concepts in th is paper more
concisely, we wil l intro duce some terminology.
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2.1 Definitions

The set of all agents is denoted as A =
{a1, a2, ..., an }.

The set of all resources is denoted as R =
{r1, r2, ..., rm }.

An allocation A is a division of resources R
amongst a society of agents A.

If agents have di"e rent preferences, one will
needa systematic way of reasoning about what re-
sources the agents want, and how much they want
them. A utili ty funct ion is a quantiÞcation of an
agentÕsresource preferences. More speciÞcally, a
ut ilit y function u : 2R → R+ maps a set of re-
sources {r1, r2, ...rm } to a value in real positive
numbers or zero. We are representin g such utilit y
functions using the so-calledk-additiv e form [2]. In
th is representation, sets of resources(also known as
goalsG) are assigned di" erent weights (α), and the
ut ilit y of a bundle of resources is computed as the
sum of the weights of the goals it satisÞes. Thus a
single resource r1 can have weight 3, and another
single resource r2 may have weight 2, while the set
{r1, r2} could have weight 2 as well, making the
agentÕstotal utility for receiving both items equal
to 7. Having both r1 and r2 has added value for
th is particular agent.

A deal δ is deÞned by the transition between
two allocations (A,A′) whereA and A′ are di"e rent
allocations of all the resourcesR. Thi s representa-
tion will cover any set of resourcesbeing reallocated
amongst the agents.

Whether an agent will accept a deal depends
entirely on whether the deal seems rational to the
agent. In the caseof individual rationality, an agent
will only accept a deal if the deal is beneÞcialfor
himself, that is if it o"ers him some increase in
ut ilit y. If the agent likes all resources to a cer-
tain extent , they will never give a resource away
if no compensation is o"ered, even if another agent
might like thi s resource much more. There are also
other crit eria of choice, where an agent may for in-
stance only accept deals which advance the whole
society, or where agents only accept deals that ad-
vancetowards someequil ibr ium in their society.

To be able to allow what would otherwise be
individually irrati onal t rades, money can be int ro-
duced. An agent can pay another agent for one of
his resources, making the tr ade indivi dually ratio-
nal for the agent giving up the resource, and bene-
Þcial for the agent receiving it.

2.2 Objectives

An important question to ask after you have made
the interaction mechanism clear is: when to stop

trad ing? Should one only stop after Þnding an op-
timal state, or will a feasiblestat e do? What is the
deÞnition of an optimal state? Someexamplesof
optimal states are given below [6].

Pareto dominance is a relation between two al-
locations where the dominant allocation is strictly
preferred by at least oneagent and disadvantageous
to none. An allocation is Pareto optimal if it is not
Pareto-dominated by any other allocation.

Utilitarian social welfare is the sum of individ-
ual welfare in a society, calculated as swu (A) =∑

i∈A ui (A) [2]. It gives an indication of the aver-
ageagentÕs ut ilit y. When agents behave according
to the criterion of individual rationality, they are
allowed an inÞnite amount of deals and can pay
each other to compensateloss in individual util it y,
they will always achieve optimal ut ilitar ian social
welfare [7].

Egalitarian social welfare takes the poorest
agentÕsutili ty as a measure for the system. Unlike
ut ilitar ian social welfare, there is no clear behavior
criterion which guarantees optimal egalitarian so-
cial welfare. One of the criteria that helps progress
egalitarian social welfare is Pigou-Dalton transfers
[4]. Using Pigou-Dalton tr ansfers, agents do not
aim to maximize their own social welfare, but in-
stead attempt to minimize the di"e rence in social
welfare between themselvesand fellow agents.

An agent i is said to envy another agent j if
agent i would prefer to own agent jÕsbundle of re-
sources [1]. Another objecti ve could be to att ain an
Envy-free system, where no agent envies any other
agent. If there is one resourcewhich is desired by
all agents, an envy-free system is impossible. To
ensureenvy-freeness, it may not be possible to al-
locate all resources.

2.3 Methods

It may be immediately clear that Þnding an op-
timal allocation can become a very complex job,
especially when the utili ty functions of the agents
include sets of resources. If the size of the largest
set of resources which is assigneda valuation in a
ut ilit y function is called k, it becomesclear that as
k increases, Þnding of an optimal allocation wil l be
more and more di! cult. There are several ways in
which a society can tr y to reallocate its resources.

If thegoalof the allocation is to reach maximum
ut ilitar ian social welfare, any deal which is individ -
ually rational for the agents involved wil l increase
social welfare. If the agents are allowed an unlim-
ited amount of any type of deal, then they will al-
ways reach the most e!cie nt allocation of goods.
However, allowing any kind of deal or allowing an
inÞnite amount of deals is not necessarily desirable
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or even possible in a pract ical settin g. Developing a
strategy for reaching optimal states even with lim-
ited typesor amounts of dealscan savea lot of time,
and is therefore an interesting problem to consider.

A deal where one agent passes one resource to
another agent is themost simple kind of deal, and is
known asthe 1-resource-deal. I f all the uti lit y func-
tions are modular (t his means none of the agents
value sets of resourceswhich are larger than 1),
then any unlimited sequence of individually ratio-
nal 1-resource deals will converge to a maximum
ut ilitar ian social welfare [3]. However, as soon as
there are ut ilit y functions that assign valuesto sets
of resources, the 1-resource-deal no longer guaran-
tees convergenceto an optimum.

A less rest rictiv e kind of deal is the bilateral
deal. In such a deal, two agents can exchangeany
number of resourcesamongst themselves. However,
the reallocation of resources amongst 2 agents can
already get fair ly complex when k > 1. It would be
useful to have some kind of algorithm that would
optimally redistribute the resources amongst the
two agents.

In MADRAS we use optimal partial realloca-
tion (OPR) to redistribute 2 agentsÕresources in
the most e"ective way possible. To Þnd an opti-
mal partial reallocation, we use the A* algorithm.
This approach is basedon thealgorithms Sandholm
proposedfor Optimal Winner Determination asde-
scribed in [8].

When using A*, onemust deÞnepossible states,
moves,goalsand a heurist ic for moving through the
state space e"ecti vely. In our case, a state consists
of the agents and the resources allocated to them
and the set of unallocated resources. Each move
assigns another resource to one of the agents, and
the goal state is when there are no more resources
to allocate.

The A* heuristic consists of a function which
records the total cost of the path taken (g(x)) and
of a heurist ic funct ion which estimates the costs in
the remainder of the path (h(x)). For the heuristic
function we have selected the following formula:

∑

i∈Ag en t s

∑

(G, ! )∈Goal si

α

Where (G, α) represents a goal G and its weight α.
Goalsi can only represent goalswhich still have the
possibilit y to increase agent iÕsutil it y. Any goals
which include resources which have already been
allocated earlier in the OPR or have been allocated
to an agent who is not participati ng in the deal are
excluded. For an example of how OPR works, see
Þgure 1.

OPR in bilateral deals unfortu nately does not
guarantee global optimalit y. There are some situ a-
tions in which optimal statesmay never be reached.

3 Experiment

In this section an experiment is presented that indi-
cates the useof MADRAS. In addition it showsthat
our platfor m can indeed be used to verify intuiti ons
or do experiments to direct further theoretical re-
search.

3.1 Methodology

In thi s experiment we compare the use of bilat-
eral deals with 1-resource deals. For the experi-
ment all agents behave according to individual ra-
tionalit y. For Þnding bilateral deals, optimal par-
tial reallocation is used as described above. For 1-
resource deals, the Þrst 1-resource deal is selected
that complies with both agentÕsrationalities. In
addition modular uti lit y functions were assigned to
the agents at random. That is, each agent has a
preference over 50 (random) single resources.

To make the experiment more reliable, the re-
sults are based on averaging several individual ex-
periments. The results that are presented in th is
section are averaged from 10 di"erent random allo-
cations. For each allocation, the program was run
10 times using bilateral deals, and another 10 t imes
using 1-reourcedeals. Thus, the results are based
on 100 experiments done using bilateral deals, and
another 100 experiments using 1-resource deals.

3.2 Results

Prior research hasshown that modular utili ty func-
tions are su!c ient to guarantee that the Þnal al-
location has optimal util itari an social welfare for
both negotiation policies [3]. Knowing this, it is
interesting to compare the speed1 with which these
methods approach the optim um.

In thi s caseit seems intu itiv e that the use of op-
timal partial reallocation will converge to the op-
timum faster, since more resources are traded at
once. Using MADRAS we can now verify whether
th is is tr uly the case. Figure 2 indeed shows that
using bilateral deals using optimal part ial realloca-
tion convergesfaster than using 1-resourcedeals.

4 Conclusion

Div iding indivisible resourcesamongst a society of
agents who have varying preferencescan become a

1Expressed in amount of reallocation tries, not time
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Figure 1: Example of Optimal Partial Reallocation using A*.
In each step A* chooses the branch with the highest value for F(x).
Util it y funct ions:
Agent 1: {r1, r2; weight = 3}, {r2, r3; weight = 5},
Agent 2: {r2; weight = 9} .

Figure 2: Social welfare using 1-resource dealsand bilateral deals
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very complex task. Having the agents share the
computati onal burden of th is problem could be a
solution to it s complexity. To be able to let the
agents Þnd the optimal allocation, there are many
practi cal issues to consider. For instance, which
negotiation policies are the fastest and stil l guaran-
tee the convergence to the optim um? How do be-
havioral criteria of individ ual agents inßuence the
state of the system? A simulation platf orm such
as MADRAS would be useful to test hypotheses
about these issues. We used MADRAS to run ex-
periments comparing 1-resource-deals and bilateral
dealsmade with optimal partial reallocation.

Even when studying the theoret ical aspects of
multiagent resource allocation closely, we are of-
ten surprised by the data that MAD RAS generates.
The only way we will fully understand the implica-
tions of varying any of the parameters that we have
incorporated into MAD RAS is to both understand
them theoretically and be able to explain the be-
havior they generate in pract ice.

We are aware that some parts of MADRAS are
probably inßuencing our results, although we do
not know to what extent. The heuristic we use
for optimal partial reallocation is very important,
for instance. What happens to the goals that can-
not be fulÞlled withi n the bilateral deal, and more
speciÞcally, what happensto the resourcesin these
goals? There are other aspects such as these that
we need to study before we can bridge the gap be-
tweentheoretical Þndings and implementation s.

5 Future work

In additi on to the above, many other interesting
experiments remain to be done. Future work can
furth er explore the constraints on preferences and
agent rationalit y that are necessary to guarantee
social optima.

5.1 Pigou-Dalton transfers

Pigou-Dalton tr ansfers (see Section 2.2) are deals
used in attempts at reducing inequalit y between
agents. However, prior research has shown that
using them alone can not guarantee optimal egali-
tari an social welfare [6]. Using th is simulati on plat-
form, research can bedoneto Þnd constrai nts which
will allow for an egalitarian optimum to be guar-
anteed.

5.2 Utility functions and social op-
tima

MADRAS provides extensive possibilities for cus-
tomizing the agentsÕpreferences. An interesting
course of research would be to examine the inßu-
ence of certain classes of utili ty functi ons on the
reachabilit y of certain social optima.

5.3 Running arbitrary experiments

Addition ally, MAD RAS provides for another re-
search approach which would not be possiblewith -
out such a platform. This approach is to run many
Ôarbitr aryÕexperiments and examine these to form
hypotheses. An approach of thi s type may produce
Þndings which are not intu itiv e and would other-
wise not be encountered as easily.
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